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What  Is  Cloud  Computing?	
•  A new way of  purchasing computer power and 

storage. Pay only for what you use. 

•  John McCarthy … “computation delivered as a 
public utility in…. the same way as water and 
power.” (1963!) 
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•  Hardware technology is the 

same as is used in data 
centers such as…. IPAC  

•  Uses virtualization 
technologies.  



Why Would Astronomers Want To 
Use It? 

•  Astronomy is already a data 
intensive science 
o Over 1 PB served electronically 

through data centers and 
archives. 

o  By 2020, as much as 60-120 PB 
on-line. 

•  Astro2010 recognized the need 
for high performance 
computing on massive, 
distributed data sets. 
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Workflow Applications On The Cloud 
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Montage  (http://montage.ipac.caltech.edu) creates science-grade image 
mosaics from multiple input images.  
 
Broadband simulates and compares seismograms from earthquake 
simulation codes. 
 
Epigenome maps short DNA segments collected using high-throughput 
gene sequencing machines to a reference genome.  
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•  Data driven applications such as science pipelines. 
•  We have been investigating 

o  How well do they perform on the cloud? 

o  What do they cost? 

o  Does virtualization impose performance penalties? 

o  When is the cloud a good choice for processing and storage? 

 



Getting Started With Cloud Computing 
All you need is a credit card and connect 

to http://aws.amazon.com/ec2/ 
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This  looks  
cheap!	



“Little sins add up …” 
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… and that’s not all. You pay for: 
•  Transferring data into the cloud  
•  Transferring them back out again 
•  Storage while you are processing (or sitting idle) 
•  Storage of  the VM and your own software 
•  Special services: virtual private cloud… 

See Manav Gupta’s blog post http://manavg.wordpress.com/2010/12/01/amazon-ec2-costs-a-reality-check/ 

Annual  Costs!	



The Applications 
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Montage  (http://montage.ipac.caltech.edu) creates science-grade image 
mosaics from multiple input images.  
 
Broadband simulates and compares seismograms from earthquake 
simulation codes. 
 
Epigenome maps short DNA segments collected using high-throughput 
gene sequencing machines to a reference genome.  

Montage    (h+p://montage.ipac.caltech.edu)  creates  
science-‐‑grade  image  mosaics  from  input  images.  	
	
Broadband  calculates  seismograms  from  simulated  
earthquakes.  	
	
Epigenome  maps  short  DNA  segments  collected  with  
gene  sequencing  machines  to  a  reference  genome.  	
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Computing Resources 

Processors and OS 
o  Amazon offers wide selection of  processors.  
o  Ran Linux Red Hat Enterprise with VMWare 

o  c1.xlarge and abe.local are equivalent – estimate 
overhead due to virtualization 

o  abe.lustre and abe.local differ only in file system 
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Networks and File Systems 

v  HPC systems use high-performance 
network and parallel file systems 

v  Amazon EC2 uses commodity hardware 

 Ran all processes on single, multi-
core nodes. Used local and parallel file 
system on Abe. 

 

 



Performance 
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v    

 

  

v  Virtualization Overhead <10% 

v  Large differences in performance 
between the resources and between the 
applications 

v  The parallel file system on 
abe.lustre offers a big performance 
advantage of  x3 for Montage 



 Performance and Cost 
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Montage: 

v  Clear trade-off  between performance and cost. 

v  Most powerful processor c1.xlarge offers 3x the 
performance of m1.small – but at 4x the cost. 

v  Most cost-effective processor for Montage is c1.medium – 
20% performance loss over m1.small, but 4x lower cost. 



Data Transfer Costs 
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Application Input (GB) Output (GB) Logs (MB) 

Montage 4.2 7.9 40 

Broadband 4.1 0.16 5.5 

Epigenome 1.8 0.3 3.3 

Application Input Output Logs Total 

Montage $0.42 $1.32 <$0.01 $1.75 

Broadband $0.40 $0.03 <$0.01 $0.43 

Epigenome $0.18 $0.05 <0.01 $0.23 

Transfer Costs 

 v  For Montage, the cost to transfer data out of 
the cloud is higher than monthly storage and 
processing costs. 

v  For Broadband and Epigenome, processing 
incurs the biggest costs. 



Storage Costs 
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Storage Volumes 

 

Storage Costs 

 

Montage 
Storage Costs 
Exceed Most 
Cost-Effective 
Processor Costs 

 



The bottom line for Montage 
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Item Best Value Best Performance 

c1.medium c1.xlarge 

Transfer Data In $ 0.42 $ 0.42 

Processing $ 0.55 $ 2.45 

Storage/month $ 1.07 $ 1.07 

Transfer Out $ 1.32 $ 1.32 

Totals $ 3.36 $ 5.26 

4.5x the processor 
cost for 20% better 
performance 



Cost-Effective Mosaic Service 

Amazon cost is 2X local! 
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Local Option 

Amazon EBS Option 

- 2MASS image data set 
-  1,000 x 4 square degree 
mosaics/month 



Just To Keep It Interesting … 
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Running the Montage Workflow With Different File Storage Systems 

Cost and performance vary 
widely with different types of  
file storage depending on 
how storage architecture 
handles lots of  small files 

Cf. Epigenome 



When  Should  I  Use  The  Cloud?	
 

v  The answer is….it depends on your application and use case.  

v  Recommended best practice: Perform a cost-benefit analysis to 
identify the most cost-effective processing and data storage 
strategy.  Tools to support this would be beneficial. 

v  Amazon offers the best value  

v  For compute- and memory-bound applications.   

v  For one-time bulk-processing tasks, providing excess capacity 
under load, and running test-beds.  

v  Mass storage is very expensive on Amazon EC2 
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Hunting Exoplanets with Kepler 
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•  Kepler continuously monitors the 
brightness of  over 175,000 stars. 

•  Search for periodic dips in signals as 
Earth-like planets transit in front of  
host star. 

•  Over 380,000 light curves have been 
released. 

•  Can take 1 hour to perform periodogram 
analysis of  Kepler time-series data. 

•  Can we perform a bulk analysis of  all 
the data to search for these periodic 
signals? 

 

http://kepler.nasa.gov 
 

Kepler 6-b transit 



Computing Periodograms on 
Academic Clouds 

18 

Site CPU RAM (SW) Walltime Cum. Dur. Speed-Up 

Magellan 8 x 2.6 GHz 19 (0) GB 5.2 h 226.6 h 43.6 

Amazon 8 x 2.3 GHz 7 (0) GB 7.2 h 295.8 h 41.1 

FutureGrid 8 x 2.5 GHz 29 (½) GB 5.7 h 248.0 h 43.5 

•  33 K periodograms with Plavchan algorithm 
•  Given 48 physical cores 

•  Speed-up ≈ 43 considered pretty good 

•  AWS cost ≈ $31: 

•  7.2 h x 6 x c1.large ≈ $29 

•  1.8 GB in + 9.9 GB out ≈ $2 

•  Results encouraging. 



What Amazon EC2 Does 
•  Creates as many independent virtual 

machines as you wish. 

•  Reserves the storage space you need. 

•  Gives you a refund if  their equipment 
fails. 

•  Bills you. 
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What You Have To Do 
•  Configure the virtual machines and create your 

environment 

•  Load all your software and input data 

•  Manage and maintain your environment  
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•  Working at scale: 

•  Adapt applications to new 
computing models in cloud 
(e.g. MapReduce) or 

•  Adapt the cloud to recreate the 
environment in which the app 
has run - a virtual cluster. 



Computational Models: MapReduce 
•  Wiley et al (2011) “Astronomy in the Cloud: Using 

MapReduce for Image Co-Addition” PASP, 123, 
366. 

•  SDSS Image co-addition of  20 TB data 
o  100,000 files processed in 3 minutes on 400 cores  
o Considerable effort to adapt co-addition to Hadoop 
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Map: partitions input into 
smaller sub-problems, and 
distributes them to worker 
nodes. 

Reduce: collects answers to sub-
problems and combines 
them to form the output 



Caveat Emptor! 
•  “Cloud Computing as it exists today is not ready for 

High Performance Computing because   

o  Large overheads to convert to Cloud environments  

o Virtual instances under perform bare-metal systems 
and   

o  The cloud is less cost-effective than most large 
centers” 

     

    Shane Canon et al.  (2011). “Debunking some Common 
Misconceptions of  Science in the Cloud.” Science Cloud 
Workshop, San Jose, CA. http://datasys.cs.iit.edu/events/
ScienceCloud2011/ 
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Gartner’s Emerging Technologies Hype Cycle 
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What’s under the hood? 

•  How to manage applications in distributed environments (clouds, 
grids, campus cluster)? 

•  Approach: describe the computation as a scientific workflow 

•  Tools:  the Pegasus Workflow Management System,  Wrangler 

•  These projects are funded by NSF 
24 
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Specification:  Place  Y = F(x) at L 

•  Find where x is--- {S1,S2, …} 

•  Find where F can be computed--- {C1,C2, …} 

•  Choose c and s subject to constraints (performance, space 
availability,….) 

•  Move x from s to c 
o  Move F to c 

•  Compute F(x) at c 
•  Move Y from c to L 
•  Register Y in data registry 

Error!    c    crashed! 

Error!    x was not at s!   

Error!    F(x) failed!   

Error!    there is not enough space at L!  



Pegasus  

Workflow Management System 
•  Developed since 2001 
•  A collaboration between USC and the Condor Team at 

UW Madison (includes DAGMan) 

•  Used by a number of  applications in a variety of  domains 
•  Provides reliability—can retry computations from the point 

of  failure 

•  Provides scalability—can handle large data and many 
computations (kbytes-TB of  data, 1-106 tasks) 

•  Develop and apply algorithms for performance and 
reliability improvements 

•  Automatically captures provenance information 

•  Provides workflow monitoring and debugging tools to 
allow users to debug large workflows 26 



Pegasus WMS 
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Pegasus takes an XML workflow description—makes the workflow portable 
Pegasus lives on the user’s or community’s submit host  



Pegasus’ Mapping from Abstract to 

Executable Workflow 
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No resource Info needed 



Transformation Catalog 

Site Catalog 

Pegasus 

CondorDAG                  / Condor Submit files 

Populated by user or community Populated automatically through 
pegasus-get-sites* or by the user 

*OSG interface provided by Vikas Patel and Sebastian Goasguen  

DAX snippet  



Workflow Monitoring - Stampede 
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Hosts Over Time – Distribution 
of Different Job Types on Hosts 

Jobs and Runtime over Time 

Workflow Gantt Chart 



File cleanup 

•  Problem: Running out of space on shared scratch 
o  In OSG scratch space is limited to 30Gb for all users 

•  Why does it occur 
o  Workflows bring in huge amounts of data 
o  Data is generated during workflow execution 
o  Users don’t worry about cleaning up after they are done 

•  Solution 
o  Do cleanup after workflows finish 

•  Does not work as the scratch may get filled much before during 
execution 

o  Interleave cleanup automatically during workflow execution. 
•  Requires an analysis of the workflow to determine, when a file is 

no longer required 
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Storage Improvement for Montage 

Workflows 

Montage 1 degree workflow run with cleanup on OSG-PSU 32 



Making Pegasus Work 

•  Download and Install the code (relies on JAVA, perl, python) or 
use VM 

•  Set up your environment (local machine—easy, Condor pool—a 
bit harder, XSEDE or Amazon—fairly easy, campus cluster—
needs an interface (Globus, Condor…), can be harder 

•  Set up information catalogs (data, transformation, site) 
•  Define your workflow (use JAVA, python, or perl APIs) 
•  Run 

•  We have tutorials and pre-configured VMS 

o  http://pegasus.isi.edu/tutorial/ 

•  Pegasus makes use of  available resources, but cannot control 
them 



Provisioning in the Cloud 

•  Infrastructure clouds already 
support provisioning via 
service-oriented interfaces 

•  The challenge is deploying an 
execution environment 
suitable for workflows 

Typical Execution Environment 

Submit Host

Condor 
Schedd

...
Worker Node

Condor 
Startd

App. 
Binaries

Pegasus

DAGMan

File System Group

GlusterFS 
Client

File System Node

GlusterFS 
Peer

File System Node

GlusterFS 
Peer

File System Node

GlusterFS 
Peer

Worker Node

Condor 
Startd

App. 
Binaries

GlusterFS 
Client



Challenges 

•  Clusters are composed of  multiple nodes, each performing a 
different function 
o  e.g. submit host, N workers, and a parallel file system 

•  Infrastructure clouds are dynamic 
o  Provision on-demand 

o  Configure at runtime 

•  Deployment is not trivial 
o  Manual setup is error-prone and not scalable 

o  Scripts work to a point, but break down for complex deployments 



Wrangler Deployment Service 

•  Cloud deployment service 

o  Multiple Interfaces 

•  Command-line, XML-RPC, 
Python API 

o  Declarative XML 

o  DAG-based dependencies 

o  User-defined plugins 

o  Multiple Resource Providers 

•  Current: EC2, Eucalyptus 

•  Future: Nimbus, OpenStack Cloud

Coordinator

Cloud

Cloud Resource 
Provider

Virtual Machine

Agent

Plugins

Database

Cloud Resource 
Provider

Virtual Machine

Agent

Plugins

Not released yet, but  if  anyone is interested, we can make it 
available, we have sample plugins, and descriptions for Amazon 



•  Description 
•  Generating multi-wavelength mosaics 

of Galactic Plane surveuys 
•  Used to generate tiles 360 x 40 around 

the galactic equator 
•  A tile 5 x 5 with 1 overlap with 

neighbors 
•  Output datasets can be served as  

science products  
•  One workflow run for each of 17 bands 

( wavelengths ) 
•  Each sub workflow uses 3.5TB of input 

imagery ( 1.6 million files ) 
•  Each workflow consumes 30K CPU 

hours and produces 900 tiles in FITS 
format 

•  Proposed Runs on Xsede and OSG 
•  Run workflows corresponding to each 

of the 17 bands 
•  Total Number of Data Files – 18 

million 
•  Potential Size of Data Output – 86 TB 

Galactic Plane Workflow 



 

What Does Pegasus Provide an Application? 

•  Portability / Reuse: User created workflows can easily be run in 
different environments without alteration.  

•  Performance: The Pegasus mapper can reorder, group, and prioritize 
tasks in order to increase the overall workflow performance. 

•  Scalability: Pegasus can easily scale both the size of  the workflow, 
and the resources that the workflow is distributed over. 

•  Provenance: collected in a database, and the data can be summaries 
with tools such as pegasus-statistics, pegasus-plots, or directly with 
SQL queries. 

•  Data Management: Pegasus handles replica selection, data transfers 
and output registrations in data catalogs. These tasks are added to a 
workflow as auxilliary jobs by the Pegasus planner. 

•  Reliability: Jobs and data transfers are automatically retried in case 
of  failures. Debugging tools such as pegasus-analyzer help 
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How to create workflows? 

•  If  You can draw…. 

•  We can code…. 
39 

PSOCI, Courtesy of  Jeff Tillson, 
RENCI 

BIO, USC 

Helio-seismology, Max Planck 



v  The Application of Cloud Computing to Scientific Workflows: A Study of Cost and 
Performance. G. Berriman et al. 2012. Invited Review Paper Submitted to Special e-Science 
Edition of  Philosophical Transactions of  the Royal Society A. 

v  Scientific Workflow Applications on Amazon EC2.  G. Juve et al. Cloud Computing 
Workshop in Conjunction with e-Science 2009 (Oxford,  UK). 
http://arxiv.org/abs/1005.2718 

v  Data Sharing Options for Scientific Workflows on Amazon EC2, G. Juve et al.  
Proceedings of  Supercomputing 10 (SC10), 2010. http://arxiv.org/abs/1010.4822 

 
v  The Application of Cloud Computing to Astronomy:  A Study of Cost and Performance. 

G.  B. Berriman et al. 2010.  Proceedings of  “e-Science in Astronomy” Workshop. Brisbane. 
http://arxiv.org/abs/1006.4860 

v  Magellan Final Report, December 2011. http://science.energy.gov/ascr/. Summary: 
http://www.isgtw.org/feature/assessing-science-cloud 

 
v  Bruce Berriman’s blog, “Astronomy Computing Today,” at 

http://astrocompute.wordpress.com 

v  Pegasus WMS: http://pegasus.isi.edu/wms 
v  Tutorial and VM : http://pegasus.isi.edu/tutorial/ 

Where  Can  I  Learn  More?	
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Thanks to the 
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