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1        Introduction
This report provides input and recommendations on Scientific Software Innovation Institutes 
(S2I2) to the NSF’s Software Infrastructure for Sustained Innovation (SI2) program, and is 
the result of three NSF funded workshops held with experts and leaders from the distributed 
computing software and multidisciplinary science and research communities.
The workshops collected software-infrastructure related requirements and expectations from 
science and research communities that build applications for distributed computing resources, 
and the collective experiences and drivers from software developers and integrators supporting 
the needs of these communities. We refer to this aggregated community of researchers, 
software providers, and software integrators as the Distributed Software Infrastructure (DSI) 
community.
We focused in the three workshops on the scope and responsibilities of a Software Institute 
that will significantly enhance the cost effectiveness of the software infrastructure developed, 
integrated and deployed by the DSI community. The various aspects of scientific software 
sustainability per se have been well covered by previous NSF workshops. However, the 
workshop attendees also addressed the challenges we face in building and sustaining the DSI 
community and the role a Software Institute can play in addressing relevant issues such as 
community building and workforce development and retention.  While our workshops focused 
on the needs of the DSI community we believe that most of our input presented in this report 
applies to the broader NSF (and beyond) software infrastructure community.
The report was composed by the members of the workshops program committee. A large 
amount of background input and discussion material is available from the workshops Google 
site. The discussions started by soliciting participant input on “needs and pain points” and then 
moved to recommendations and outcomes.

2   Workshop Participants
All the scientific communities attending described significant challenges that can benefit, 
in terms of scientific innovation/discovery as well as productivity, from the services of S2I2. 
Representatives of ten scientific communities attended (with two others, unable to attend in 
person, providing input). Nine software development communities attended, and nine software 
integration projects, including two from Europe. Three representatives from socio-technology 
and human-interface groups provided practical perspectives helping the discussions.
We benefited greatly from three expert witnesses who were fully engaged in the process and 
discussions: Manish Parashar from NSF OCI; Mike Milinkovich, the Executive Director of the 
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Eclipse Foundation; and Professor Carole Goble, co-investigator of the Software Sustainability 
Institute in the UK
We met the objectives of the workshops through moderated interactive panels sessions each 
of the three days. Each panel addressed a set of questions and we used the same questions 
in each of the three workshops. There was broad participation in the discussion as well as the 
questionnaire. Over 90% of the communities listed in the proposal were able to attend in spite of 
the timing just at the end of the summer vacation period.

3       Outcome – Recommendation 1
The most significant outcome of the workshops was the vision (and key attributes) for:
“A US Software Infrastructure Institute that provides a national center of excellence for 
community based software architecture, design and production; expertise and services 
in support of software life cycle practices; marketing, documentation and networking 
services; and transformative workforce development activities.“
The measure of success of such an institute should be the cost effectiveness (as measured 
in scholarly work) of our software infrastructure. This will be accomplished by a thriving and 
innovative software infrastructure community anchored by the Software Infrastructure Institute. 
The Institute will play a unique role by addressing organizational and life cycle elements not 
covered by infrastructure implementation and deployment projects that are driven by scientific 
objectives or technological trends.

4   Supporting Outcomes
To implement that vision attendees made the following more specific recommendations:
Recommendation 2. The Software Infrastructure Institute, together with its associated centers 
of excellence, should be structured as an (Virtual) Organization that provides a coherent and 
coordinated suite of high quality and dependable services that address the entire life cycle of 
distributed software infrastructure.
Recommendation 3. Services that advance the quality, adoption, and the longevity of 
the distributed software infrastructure should be provided by teams of experts located at 
institutions with demonstrated leadership in the areas of the service and strong commitment 
to the sustainability of the service. While we envision a distributed multi-layer structure for these 
services, we argue that these services need to be managed by a well-organized and highly 
respected team that can provide and sustain leadership in the complex and rapidly evolving 
area of distributed software infrastructure.
Recommendation 4. Quality must be the guiding principal for the services provided by the 
SII with accountability that is based on independent quantitative impact assessment. At 
all levels, allocation of effort and resources must be based on a professional and transparent 
ranking of impact and cost.
Recommendation 5. The funding model of the Institute must allow quick turn-around time 
for requests to fund short-term projects that address critical deficiencies in the Software 
Infrastructure that powers our science and research enterprise. The Institute must be able to 
quickly direct effort to a critical need. The Institute should adopt the metaphor of "supercomputer 
centers" in terms of assignment and allocation of the human resources needed to deliver the 
services to the DSI community.



Recommendation 6. The scope of the Institute must be to offer software life cycle expertise 
and services for distributed software infrastructure for a broad range of NSF programs, 
technology developers, and academic communities. The Institute must aim to improve 
the "accountability" in our software infrastructure enterprise by providing a recognized center 
of excellence which is trusted and credited with applying common evaluation, auditing and 
assessment to the software technologies.
Recommendation 7. The Institute must aim to foster within the academic community a 
quality software environment that makes it more likely for the commercial sector to absorb, 
adopt and contribute to the scientific software infrastructure. The quality software environment 
should include, but is not limited to, high quality version control, test harnesses, bug tracking, 
current best practice development methodologies, deterministic release cycles, integrated 
native packaging, documentation, and community building and maintenance.
Recommendation 8. The Institute will naturally train students and staff who come through 
the universities in experiences, expertise and attitudes by increasing the quality of the software 
created by the academic community, and by paying increased attention to the usability, 
maintainability, and production needs of the delivered software infrastructure.

5       Services to be offered by the 
Institute
The workshops included much discussion of both (a) what were the most important services 
and expertise that a Software Infrastructure Institute should offer the DSI community, and (b) 
what services and expertise should be viewed in scope, or out of scope, for the Institute. We 
summarize the results of these discussions here.

5.1      In Scope
After much discussion and broad input we identified five key services and expertise we 
recommend to be offered by the Institute:
Consulting and professional services: The Institute will assemble groups of experts, each 
with a particular focus, able to partner with and provide consulting and professional services to 
the DSI community. These experts will help build the Institute’s brand by providing high quality 
services and will establish a knowledge base for best practices. Note that some services can 
be in the form of consulting. A particular effort for the experts is to help bridge the “last mile” 
gap between middleware components and between these components and application codes, 
or scientific services built on middleware, and a software infrastructure that provides an end-
to-end capability. We expect the Institute to assemble and help orchestrate, integrate and 
support teams of experts to provide consulting and assessment services around documentation, 
packaging, security vulnerabilities, threat models, scalability, performance, software design, 
human interfaces (including error reporting and monitoring), and data integrity.
Growing expertise and quality: The Institute will coordinate education and training for 
programmers, technologists, and their managers to expose them to best practices in software 
engineering and sustainability so that the overall cost effectiveness of the DSI community 
improves dramatically. The teams of Institute experts providing consulting and professional 
services to the community will play a major role in building and transferring knowledge as well 
as workforce development, but this effort will also include more formal and scalable processes 



for training a more highly skilled workforce. An important element of the training activity will be 
the documentation and the dissemination of best practices.
Assessment as a path to sustainability: The Institute will identity, catalog, and assess 
the components of our scientific software infrastructure in order to help the IDS community 
make informed decisions when adopting technologies to build sustainable cyberinfrastructure. 
Assessments by any single body, even one that seeks to be independent, such as the Institute, 
has the potential of being controversial—especially in an area of competing technologies 
and diverse use cases. Thus, the Institute will establish methods that provide transparent 
quantitative adoption measurements that allow for community input on ratings of the cost 
effectiveness of different software tools. An open and well-documented process of assessment 
and measurement of the impact of a piece of software can also play a key role in helping the 
community and NSF decide on the continued investment in a particular project or a research 
and development activity.
Home for orphaned software and projects: The Institute will when necessary, and as a last 
resort, adopt software infrastructure components upon which application communities rely 
on that for some reason have been orphaned and are no longer supported in any other way. 
The Institute will provide a level of support and maintenance in pursuit of sustainability for the 
application communities until the software in question is adopted by another interested party 
or until science communities migrate (with the help of the Institute?) away from the orphaned 
software. The Institute will consult with the NSF to ascertain the conditions that led to the 
software project becoming orphaned and when requested by the NSF will provide input on the 
factors that contributed to a component of our science software infrastructure to be left without a 
support group.
Project and program infrastructure services: The Institute will provide baseline services 
for smaller customers and communities that cannot due to their size or expertise host a 
software infrastructure they created and do support. Possible examples of such services are 
code repositories, bug tracking, collaboration services (e.g., wikis), and software/service/data 
registries.

5.2      Out of Scope
Our vision is of an institute that operates on behalf of the DSI community. To avoid the conflicts 
of interest that may arise if the Institute develops software itself, as well as providing services 
to software developers as well as training and education to the community, we strongly believe 
that the Software Infrastructure Institute should not be engaged in software development. Under 
special circumstances the institute may develop specialized software tools required to provide 
its services.

6   Establishing the Institute
Given the unique nature of the US Software Infrastructure Institute, its associated centers, 
the relationship to the community and the NSF, we recommend a further planning phase to 
explore and ensure broad buy-in to the vision and structures recommended in this report. We 
continue to reach out to more communities and individuals who could not attend any of the 
three workshops. For example, we plan to talk to the Software Engineering Institute invitee, 
Linda Northrup, who had to cancel at the last minute, and to representatives from Redhat and 
the Ocean Observatory Initiative (OOI) who expressed interest in the workshops but could not 



attend.

6.1  The Importance of being Community Based
It is essential that community members themselves interface and interact with the Institute in 
all areas of its operation on a continuing and immersive basis. The community at large should 
regard the Institute as “us” not “them.” This is especially important as we expect that the over 
funding for software infrastructure will continue to be ‘tight’ in the near future.
A cross-cutting theme that emerged in the workshop was the lack of social and technical 
bridges across stakeholder communities. The enthusiasm and commitment of the participants 
to the discussion provided an exemplar of how value and buy-in is gained from in-depth, and, 
especially, broad community involvement in the planning, architecture, organization and indeed 
all aspects of the software enterprise.

6.2   Governance and Organizational Structure
There was no strong consensus concerning governance models, other than the key need for 
close interaction and involvement of the community in all aspects. Four possible funding models 
emerged: Centrally Funded by NSF; Membership Model; Direct fee for service; Vouchers 
awarded by NSF with grant.
The staffing and structuring model can range from a small full-time core with secondments from 
partner projects, to a larger sustained staff.
It would be useful to establish a community stakeholder board of directors that would set 
overall directions. It is recommended that the Institute establish relationships to existing and 
new cyberinfrastructure programs (e.g., SDCI, STCI, SSI, SSE, XD). In particular, the resulting 
governance should provide effective guidance and oversight while ensuring representation of 
the broad community.
Open and transparent mechanisms are needed to decide on and allocate resources to users 
and user communities. Working groups with community representation as well as technical 
experts should assess the benefit and impact of applying resources to particular activities.
The following figure describes Software Infrastructure Institute stakeholders and interactions. 
Communities include cyberinfrastructure projects and programs, software development projects, 
software integration projects, and others.

 
Figure 1 - Organization Stakeholders

  



7   Measures of Success
Measures of success proposed by the Software Infrastructure Institute should be part of 
the program and will impact the likelihood of its success. They should focus on a few key 
measures that demonstrate value to and adoption by the community. Such measures will cover 
software quality (e.g. numbers of errors in build and test, bugs and security vulnerabilities, 
and length of time to fix them), productivity (e.g. amount of software reuse and designs where 
existing software is used to replace new development efforts), and throughput (e.g. number of 
students/trainees who continue to be part of and/or contribute to the DSI community, number of 
continuing and new users of the Institute’s services). The Institute will include self-evaluation 
methods as well as agreed-upon mechanisms for describing and measuring the success of the 
centers. The criteria should include input from stakeholders with agreed upon mechanisms for 
measurement and evaluation.

8   International Aspects
The input from the science and research communities stated clearly that the Software 
Infrastructure Institute should not operate in isolation from international partners and peers. 
Areas of interaction include working on coherent policies and practices for communities with 
international scope, learning and benefiting from each other’s experiences, moving towards 
some means of supporting or adopting services across international boundaries.
It was clear from the meetings that the investment of government agencies in countries like the 
UK in software infrastructure is significant and we can benefit by learning from these efforts and 
by maintaining ongoing connections with their experiences and plans.

9        Further Reading
The Google site used during the workshops has left an open record of discussions and 
inputs considered. The agenda, information and references for the workshops are at https://
sites.google.com/site/distributedcomputings2i2/home. An analysis of the survey results is at 
https://sites.google.com/site/distributedcomputings2i2/link-to-survey-information. An example is 
shown in Figure 2.
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Figure 2: Analysis of survey answers to the question:

What areas should the Institute focus on?
  

10    Attendees
Name  Project Organization

Alain Roy Open Science Grid, VDT University of Wisconsin 
Madison

Alberto DiMeglio European Middleware 
Initiative

CERN

Bill Chang Program Director NSF

Bruce Berriman IPAC Caltech

Carole Goble myGrid Manchester University

Chris Johnson SciRun University of Utah

Clark Cooper Program Director NSF



David Skinner NERSC LBNL

Douglas Thain   University of Notre Dame

Elizabeth Sexton-Kennedy US CMS Fermi National Accelerator 
Lab

Ewa Deelman Pegasus ISI

Greg Daues Dark Energy Survey NCSA

Gregory Dubois-Felsman LSST SLAC

Helmut Heller IGE Leibniz Supercomputing 
Centre

Ian Foster Globus University of Chicago

James Howison VOSS project Carnegie Mellon University

Jim Basney CILogon/MyProxy NCSA

JP Navarro TeraGrid GIG Argonne National Laboratory

Kate Keahey Nimbus Argonne National Laboratory

Leroy Drummond-Lewis ACTS LBNL

Manish Parashar Program Manager NSF Office of 
Cyberinfrastructure

Margo Seltzer   Harvard University

Marlon Pierce OCGE Indiana University

Michael Mclennan HUBzero Purdue University

Michael Terry Human/Computer Interface University of Waterloo

Mike Milinkovich Eclipse Foundation   

Miron Livny Condor University of Wisconsin 
Madison

Nirav Merchant iPlant Collaborative University of Arizona

Osni Marques ACTS LBNL

Paolo Calafiura US ATLAS LBNL

Philip Maechling SCEC University of Southern 



California

Piotr Sliz Structural Biology Harvard Medical School

Ray Idaszak   RENCI

Reagan Moore iRODS RENCI

Robert Casey IRIS University of Washington

Ruth Pordes OSG Fermi National Accelerator 
Lab

Sarah Cushing Condor and OSG University of Wisconsin 
Madison

Scott Koranda LIGO University of Wisconsin 
Milwaukee

Sonya Lowry iPlant Collaborative iPlant Collaborative

Thomas Hacker NEESComm Purdue University

Tom Barton Internet2 University of Chicago

Zach Kertcher Sociologist University of Notre Dame
 
  
  

 
 
 
 
 
 


